
Every frontier AI model needs a public constitution

The most powerful AI systems shaping legal practice, public discourse, and critical

infrastructure today operate under behavioral rules that most users — including attorneys

who rely on them daily — have never seen. Only two of the six major frontier AI labs have

published comprehensive governance documents for their models, and neither

document is legally binding or independently auditable. This gap represents an

extraordinary governance failure: technologies deployed at civilizational scale are governed

by secret internal specifications, while the legal profession that depends on them lacks the

transparency needed to fulfill its own ethical obligations. A growing body of legal

scholarship, recent investigative journalism, and emerging regulatory frameworks all

converge on a single conclusion — frontier AI models should be required to publish binding,

auditable constitutional documents, and the legal profession has unique standing to

demand this.

The New Yorker’s devastating case study in governance failure

The April 13, 2026 issue of The New Yorker published “Sam Altman May Control Our Future.

Can He Be Trusted?” — an 18-month investigation by Ronan Farrow and Andrew Marantz

drawing on more than 100 firsthand interviews and previously undisclosed internal

documents. The piece builds a meticulous case that OpenAI, the organization designed to

prove powerful AI could be kept accountable to the public good, has systematically

dismantled every governance safeguard it created. Tech Brew

The investigation reveals two explosive internal documents. The first is a ~70-page memo

compiled by former chief scientist Ilya Sutskever in fall 2023, containing Slack

messages, HR documents, and screenshots, with the first page listing “Sam exhibits a

consistent pattern of…” followed by the word “Deception.” BlockBeats  The second is 200+

pages of notes by Anthropic CEO Dario Amodei titled “My Experience at OpenAI,”

concluding “The problem with OpenAI is Sam himself.” BlockBeats  The article quotes a

former board member saying Altman is “unconstrained by truth” and possesses “almost a

sociopathic lack of concern for the consequences that may come from deceiving someone.”

NextDraft  A senior Microsoft executive compared Altman to “a Bernie Madoff- or Sam

Bankman-Fried-level scammer.” Gizmodo

Perhaps most relevant to the governance transparency argument: after Altman’s

reinstatement following the November 2023 board crisis, the law firm WilmerHale was



retained to investigate — but produced no written report, delivering only an oral briefing to

two new directors. BlockBeats  Six people close to the inquiry told the New Yorker it
“seemed designed to limit transparency.” diyatvusa  The piece also documents that

OpenAI’s promised Superalignment team received only 1–2% of compute (not the

pledged 20%), on the oldest hardware available, before being dissolved entirely. When

journalists asked to speak with researchers working on existential safety, an OpenAI

representative responded: “That’s not, like, a thing.” Tech Brew

The investigation’s central thesis — that structural governance at OpenAI has collapsed —

serves as a powerful case study for why voluntary self-governance by frontier labs is

insufficient and why externally enforceable constitutional requirements are necessary.

Only two frontier labs have published constitutional documents

The transparency landscape across frontier AI labs is starkly uneven. A comprehensive

review reveals that Anthropic and OpenAI are the only major labs to publish detailed

behavioral governance documents, while Google DeepMind, Meta, xAI, and Mistral

provide only fragments.

Anthropic’s Claude Constitution is the most comprehensive document in the field.

Originally introduced as part of Anthropic’s 2022 Constitutional AI paper

(arXiv:2212.08073), the constitution was expanded to a full 80+ page, Kottke  ~23,000-

word document published on Wikipedia  January 22, 2026, released under a Creative

Commons CC0 public domain license. Anthropic  It establishes a four-tier priority hierarchy:

(1) broadly safe, (2) broadly ethical, (3) compliant with Anthropic’s guidelines, and (4)

genuinely helpful — with safety always overriding helpfulness. The document takes a virtue-

ethics approach, favoring cultivated judgment over rigid rules. It uniquely instructs Claude

to act as a “conscientious objector” — refusing orders even from Anthropic itself if they

conflict with ethical principles — and is the first major AI governance document to

formally address the possibility of AI consciousness or moral status. Primary author

Amanda Askell (philosopher) drew on the UN Universal Declaration of Human Rights among

other sources.

OpenAI’s Model Spec takes a more procedural approach. First published May 8, 2024,

OpenAI  with major updates in February and December 2025 (also CC0-licensed), it uses a

chain-of-command framework with four authority levels: Platform (inviolable), Developer,

User, and Guideline. Openai  openai  The document frames the model as an “employee” —

a telling metaphor compared to Anthropic’s approach of addressing Claude as something

closer to a moral agent. The December 2025 update added teen-specific protections

OpenAI Help Center  OpenAI  and is used in OpenAI’s “Deliberative Alignment” process,



where reasoning models explicitly reference the Model Spec during inference.

Google DeepMind has not published any equivalent document for Gemini. Its Frontier

Safety Framework focuses on Google DeepMind  risk evaluation rather than behavioral

values, and its Gemini 2.5 technical report acknowledges using techniques “loosely inspired

by Constitutional AI” Google APIs  without publishing the principles used. Meta provides an

Acceptable Use Policy and Responsible Use Guide for Llama but delegates behavioral

governance to downstream developers — an inherent limitation of its open-weight model.

xAI relies on system prompts and post-hoc safety evaluations for Grok, with no published

values document. Mistral provides only minimal EU compliance documentation. Mistral

The philosophical divergence between existing documents is itself significant. Anthropic’s

constitution reads like a moral framework; OpenAI’s Model Spec reads like corporate policy.

Neither is legally binding. Neither is independently auditable. And four of the six major labs

have published nothing at all.

The regulatory landscape is fragmented but accelerating

Binding transparency requirements for frontier AI are emerging unevenly across

jurisdictions, with no single framework yet requiring publication of model constitutions. But

several laws come close, and the trajectory points toward increasing disclosure mandates.

California’s SB-53 (Transparency in Frontier AI Act), signed September 29, 2025 and

effective January 1, 2026, is the most directly relevant enacted legislation.

Regulatory Oversight  White & Case LLP  It requires large frontier developers (those training

models above 10²⁶ FLOPs with more than $500 million annual revenue) to publish a

“Frontier AI Framework” describing their approach to identifying and mitigating

catastrophic risks, including alignment with standards, third-party risk assessment,

cybersecurity protections, and internal governance. wilmerhale +2  Developers must publish

transparency reports at model release Brookings  and update their frameworks within 30

days of material modifications. Civil penalties reach $1 million per violation, enforced by

the California Attorney General. wilmerhale  White & Case LLP  This framework functionally

requires disclosure of what constitutes an AI constitution, though it does not use that term.

The EU AI Act, which entered into force August 1, 2024 with phased implementation

through 2027, imposes the broadest transparency obligations internationally. General-

purpose AI model providers must maintain detailed technical documentation per Annex XI,

publish training data summaries, and provide downstream integrators with model capability

documentation. EU Artificial Intelligence Act  Frontiers  Models deemed to pose systemic risk

(those trained above 10²⁵ FLOPs EU Artificial Intelligence Act  — approximately 15 models as of

early 2026) face additional obligations including adversarial testing, systemic risk



assessment, and 72-hour incident reporting. The GPAI Code of Practice, finalized July 10,

2025, European Commission  requires systemic-risk model providers to develop and publish a

“Safety and Security Framework” covering evaluation triggers, risk categories, mitigation

strategies, and organizational responsibilities. Fines reach €35 million or 7% of global

annual turnover. Metricstream

New York’s RAISE Act (signed December 19, 2025, effective January 1, 2027) and

Colorado’s AI Act (enacted May 2024, implementation delayed to June 30, 2026) add

state-level requirements. South Korea’s AI Basic Act (effective January 22, 2026)

Future of Privacy Forum  requires risk management systems for high-compute models. The UK

has signaled a comprehensive AI bill for the second half of 2026. Nemko Group AS

At the federal level in the United States, no comprehensive AI transparency law has been

enacted. The Trump administration’s December 2025 Executive Order actively seeks to

preempt state AI laws, Pillsbury Winthrop Shaw Pittman  Science  and a March 2026 National

Policy Framework recommends broad federal preemption of “unduly burdensome” state

requirements — though the Senate voted 99-1 against a proposed 10-year state AI law

moratorium. White & Case LLP  Pillsbury Winthrop Shaw Pittman  The most relevant proposed

federal legislation is the AI Foundation Model Transparency Act (Reps. Beyer and Eshoo),

which would mandate disclosure of training data, model documentation, and alignment with

NIST AI RMF standards, though it faces strong industry opposition.

The ABA Formal Opinion 512 (July 2024) addresses lawyers’ ethical obligations when

using generative AI — requiring competence in understanding AI capabilities, confidentiality

assessments, and verification of AI-generated citations Steno  American Bar Association  —

but does not address AI company governance transparency. The ABA Task Force’s

December 2025 Year 2 Report LawSites  concluded AI has moved “from experiment to

infrastructure” and emphasized governance and risk management, American Bar Association

but stopped short of calling for mandatory model constitution disclosure. Over 30 states

have now issued AI-specific ethics guidance for lawyers. Clio  PAXTON

OpenAI’s governance arc illustrates systemic risk

OpenAI’s governance history since late 2023 reads as a sustained dismantling of safety-

oriented institutional controls — precisely the pattern that mandatory constitutional

requirements are designed to prevent.

The November 2023 board crisis began when four of six board members voted to fire

Altman, citing that he “was not consistently candid in his communications with the board.”

Optimized-marketing  Wikipedia  Helen Toner later revealed that Altman had not informed the

board before releasing ChatGPT, had owned the OpenAI Startup Fund without disclosure,



and had provided “inaccurate information about formal safety processes.” CNBC  Within

five days, Altman was reinstated after 97% of employees (702 of ~770) threatened to quit,

Biography  and the board was reconstituted with allies including Bret Taylor and Larry

Summers. PBS  The crisis demonstrated that a nonprofit safety board’s authority is

effectively contingent on employee support — a structural vulnerability that no voluntary

governance framework addresses.

The nonprofit-to-profit conversion culminated on October 28, 2025 when OpenAI

restructured into the OpenAI Foundation (nonprofit, ~26% equity) controlling OpenAI Group

PBC (public benefit corporation). OpenAI  Microsoft holds ~27%, CNBC  employees ~26%,

and other investors ~21%. The California AG secured concessions including a Safety and

Security Committee with authority to halt model releases and requirements that mission

take precedence over profit on safety issues. But critics note that all but one board

member serves on both Foundation and PBC boards, creating self-oversight concerns.

The organization’s IRS Form 990 for 2024 quietly removed the word “safely” from its

mission statement — one of six mission statement changes in nine years. Fortune

The departure of safety-focused personnel has been systematic. Ilya Sutskever left in

May 2024 to found Safe Superintelligence Inc. Jan Leike resigned the same week, publicly

stating “safety culture and processes have taken a backseat to shiny products,” and joined

Anthropic. John Schulman (co-founder, RLHF pioneer) left for Anthropic in August 2024.

CTO Mira Murati, Chief Research Officer Bob McGrew, and VP of Research Barret Zoph all

resigned in September 2024. CNBC  By early 2026, none of the people most associated

with AI safety remained in positions of influence at OpenAI. Gene Dai  The

Superalignment team, the Mission Alignment team (its successor), and the AGI Readiness

advisor role were all dissolved.

Elon Musk’s federal lawsuit (Musk v. Altman, N.D. Cal., Case No. 4:24-cv-04722) alleging

fraud, breach of fiduciary duty, and antitrust violations CNBC  is set for jury selection on

April 27, 2026. A 2017 handwritten diary entry by co-founder Greg Brockman, unearthed in

discovery, states: “I cannot believe that we committed to non-profit if three months later

we’re doing b-corp then it was a lie.” Let's Data Science  Musk’s expert calculates damages

at $78–$135 billion, Stocktwits  though OpenAI argues the case is “worth no more than the

$38M that Elon donated.” CNBC  Judge Yvonne Gonzalez Rogers ruled in January 2026

that the case presents “ample evidence” and “triable issues of fact.” Let's Data Science

Legal scholarship builds the intellectual case

A growing body of legal scholarship directly supports requiring frontier AI labs to publish

binding constitutional documents, with multiple viable legal analogies and enforcement



models already articulated.

The most directly on-point work is Gilad Abiri’s “Public Constitutional AI,” published in

59 Georgia Law Review 601 (2025). Abiri argues that private AI constitutions suffer from

two “legitimacy deficits”: an opacity deficit (AI decisions remain inscrutable) and a

political community deficit (AI constitutions lack grounding in any specific social context).

georgialawreview  He proposes a “Public Constitutional AI” framework with three

components: AI Constitution-Making (public participatory processes for drafting), AI

Courts (adjudicatory bodies for compliance disputes), and AI Compliance (enforcement

mechanisms). Georgialawreview  The framework draws directly on political constitutional

theory — just as constitutions limit governmental power through transparent, democratically

legitimate constraints, AI constitutions should constrain model behavior through publicly

drafted and enforceable principles. georgialawreview

Five robust legal analogies support this argument:

Corporate charters: Just as articles of incorporation must be publicly filed with the

state, declaring a corporation’s purpose, structure, and governance, AI constitutions

could be required to be publicly filed as binding governance documents. Iftikhar

Mahmud Abdul Majid’s 2025 SSRN paper argues AI governance is a “non-delegable

board-level obligation,” SSRN  explicitly drawing on the Caremark doctrine of board

oversight liability.

Fiduciary duties: Jack Balkin’s influential “information fiduciaries” theory proposes that

digital companies collecting user data owe duties of confidentiality, care, and loyalty.

ACM Digital Library  Harvard Law Review  Claire Boine et al. (Boston University, We Robot

2023) extend this to AI systems, arguing for fiduciary duties running directly to users —

a framework that would require transparency about how AI systems are governed. The

counterargument, articulated by Lina Khan and David Pozen in 133 Harvard Law Review
497 (2019), is that fiduciary frameworks may invite “enervating complacency” and

inadequately address structural power asymmetries. Harvard Law Review

Administrative notice-and-comment: Abiri proposes that AI constitution-making

follow procedures analogous to administrative rulemaking — publishing proposed

constitutions, soliciting public comment, and demonstrating responsiveness before

deployment. Jordan Ascher’s 2025 Yale Journal on Regulation piece argues existing

APA provisions already require disclosure of AI tools used in agency rulemaking.

Yale Journal on Regulation

Securities disclosure: The SEC Investor Advisory Committee voted in December 2025

to recommend guidance requiring issuers to disclose board AI oversight mechanisms

and AI deployment impacts. Crowell & Moring  Only 40% of S&P 500 companies

currently provide AI-related disclosures. Crowell & Moring  The SEC has already brought



“AI washing” enforcement actions under Rule 10b-5 materiality standards.

New York State Bar Association

Product safety labeling: The EU AI Act explicitly adopts a risk-based product safety

framework. Frontiers  Just as the FDA requires pharmaceutical companies to disclose

drug ingredients, testing results, and manufacturing processes, AI labs could be

required to disclose model specifications, training data characteristics, safety testing

results, and alignment principles.

Frank Pasquale’s foundational The Black Box Society (Harvard, 2015) established the

intellectual architecture for algorithmic transparency demands. Harvard University Press

University of Maryland Francis King Carey School of Law Margot Kaminski’s extensive work — including “Binary

Governance” (92 S. Cal. L. Rev. 1529, 2019) and “Understanding Transparency in

Algorithmic Accountability” (2020) — argues transparency is “necessary, if not sufficient,

for building and governing accountable algorithms.” SSRN  RAND’s 2025 report on frontier

AI governance proposes three compliance models drawn from nuclear, chemical, and

healthcare regulation: government-enforced standards with audits, government

authorization programs (similar to FedRAMP), and industry-led certification consortiums.

RAND

Why the legal profession has unique standing to demand this

Attorneys face a distinctive professional obligation that transforms AI governance

transparency from a policy preference into an ethical requirement. The convergence of

duties of competence, confidentiality, and candor creates a framework where lawyers

cannot ethically use AI tools whose governance principles are unknown.

ABA Model Rule 1.1 (competence) requires lawyers to have “reasonable understanding” of

the technologies they employ. ABA Formal Opinion 512 (July 2024) confirmed this extends

to generative AI, requiring lawyers to understand AI capabilities and limitations. Steno

American Bar Association  But understanding an AI system’s capabilities requires

understanding its constitutional principles — the rules governing what it will and will not do,

how it handles conflicting instructions, and what values inform its outputs. When a lawyer

uses an AI tool governed by an unpublished internal specification, they cannot fulfill this

competence obligation because the behavioral framework is literally unknowable.

Rule 1.6 (confidentiality) requires lawyers to assess whether AI systems adequately

protect client data. Steno  American Bar Association  This assessment is impossible without

transparency about training practices, data handling, and behavioral governance. Rule 1.4

(communication) raises the question of whether lawyers must disclose to clients that they

are using AI tools American Bar Association  with undisclosed governance frameworks. And



candor toward the tribunal requires lawyers to verify AI-generated work — a duty that

becomes materially harder when the model’s behavioral biases and constraints are opaque.

The argument extends beyond individual ethics. AI-powered legal tools increasingly serve

self-represented litigants for whom the stakes of unreliable AI are highest.

American Bar Association  Access to justice demands that these tools be governed by

transparent, auditable principles. LawSites  Courts issuing standing orders on AI use need

to understand what governance frameworks underlie the tools appearing in their

courtrooms. Duke Law Journal  And as Taylor Hella argues in a December 2025 Vermont Law
Review piece, lawyers need a uniform AI disclosure standard for legal filings and regulated

services Vermont Law Review  — drawing analogies to campaign finance disclosure and

consumer protection labeling. vermontlaw

Toward binding, auditable AI constitutions

The current landscape reveals a paradox: the AI labs most committed to transparency have

voluntarily published constitutional documents, while those least committed remain opaque

— and no legal mechanism compels the laggards to match the leaders. California’s SB-53

and the EU AI Act’s GPAI Code of Practice European Commission  represent the closest

existing requirements, but neither explicitly mandates what might be called a “model

constitution” in the full sense — a comprehensive, publicly filed, independently auditable

document governing model values, behavioral constraints, priority hierarchies, and

governance mechanisms.

A mandatory constitutional framework for frontier AI would need several elements. Scope

should cover models above defined compute thresholds (the 10²⁵–10²⁶ FLOP range used by

the EU AI Act and California SB-53 provides a starting point). Brookings  Content

requirements should include explicit behavioral constraints, priority hierarchies, hardcoded

prohibitions, training methodology disclosures, and governance structures — modeled on

the comprehensiveness of Anthropic’s constitution but with standardized disclosure

categories. Public filing should follow the corporate charter model, with documents

deposited with a designated regulatory body. Auditability should require independent

third-party verification that published constitutions actually govern model behavior —

addressing the gap between stated principles and actual training. Update procedures

should borrow from administrative notice-and-comment, requiring public notice of

proposed changes, a comment period, and reasoned responses to significant objections

before implementation. Enforcement should combine FTC authority under existing Section

5 unfair practices provisions, Congress.gov  state AG enforcement (following the California

SB-53 model), and potentially a dedicated federal AI oversight office.



The RAND Corporation’s 2025 analysis of frontier AI governance, drawing on compliance

regimes in nuclear, chemical, and healthcare sectors, provides a practical roadmap. RAND

The nuclear analogy is particularly apt: just as nuclear facilities must maintain publicly

available safety documentation, submit to independent inspections, and operate under

binding regulatory frameworks — not because the technology is inherently evil but because

the consequences of failure are catastrophic — frontier AI systems warrant comparable

governance infrastructure.

The New Yorker’s investigation of OpenAI demonstrates what happens when governance

depends on the goodwill of a single individual rather than structural accountability. The legal

profession, bound by its own constitutional framework of professional responsibility, has

both the standing and the obligation to demand better. Every frontier model should have a

public constitution — not as a marketing document or a voluntary gesture of goodwill, but as

a binding, auditable legal instrument. The alternative is to continue building civilization-

scale technology on trust alone, and the evidence suggests that trust, unchecked by

structure, is insufficient.


